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Criteria for evaluating structural equation models with 
latent variables are defined, critiqued, and illustrated. An 
overall program for model evaluation is proposed based 
upon an interpretation o f  converging and diverging 
evidence, Model assessment is considered to be a complex 
process mixing statistical criteria with philosophical, 
historical, and theoretical elements. Inevitably, the process 
entails some attempt at a reconcilation between so-called 
objective and subjective norms. 

INTRODUCTION 

Since its introduction in marketing a decade ago, 
structural equation models with latent variables have been 
used extensively in measurement and hypothesis testing 
(e.g., Bagozzi 1977, 1980, 1982; Oliver and Bearden 1985; 
Shimp and Kavas 1984). Nevertheless, little attention has 
been given to the question of how structural equation 
models should be evaluated (c.f., Fornell and Larcker 
1981). 

The most common practice of researchers has been to 
rely on the x2-test. When, as sometimes happens, the X L 
test suggests rejection of a model, authors either ignore 
this and focus upon the significance of causal paths or 
else cite well-known limitations of the xLtest and fall back 
upon rules-of-thumb as to practical relevance. To the naive 
researcher, the impression is often left that either firm 
guidelines as to model assessment are lacking or the criteria 
that do exist need not be relied upon. 

There have been many developments in the past decade 
relevant to the assessment of structural equation models. 
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But because these advancements have evolved in a 
piecemeal fashion and have appeared in disparate 
literatures, no comprehensive discussion of the procedures 
is available. 

The present article discusses criteria for evaluating 
structural equation models. Various standards are defined, 
limitations noted, and empirical examples provided. 
Because structural equation models are generally quite 
complex with respect to assumptions, measurement 
models, and theoretical hypotheses and because no 
omnibus criterion exists, it is recommended that many 
standards be scrutinized and a global assessment be made 
as to converging and diverging criteria in any particular 
study. 

EVALUATION OF MODEL FIT 

Baseline Illustration 

Perhaps the best way to introduce the evaluation of 
structural equation models is through an illustration with 
real data. Figure 1 presents a causal model for one version 
of attitude theory that we will consider throughout the 
paper. In this model, behavioral intentions (BI) to give 
blood are hypothesized to be a function of one's affective 
attitude (Aact) toward giving blood, one's expectancy- 
value attitude (EV) toward the consequences of giving 
blood, and one's past behavior (PB) with respect to giving 
blood. In turn, Aact is hypothesized to be a function of 
EV and PB. 

The particular data used herein consisted of the 
responses from 220 male students (average age about 24 
years) at the University of the Sarrlands, the Federal 
Republic of Germany. The students responded to the 
questionnaire items while seated at a computer terminal. 
For a full description of the data collection procedures, 
see Bagozzi (1986). 

The theoretical relations shown in Figure 1 can be 
represented through the following set of structural 
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equations where we have used the notational convention 
established by J6reskog and S6rbom (1984): 

Ill = I0 0 11T~I'I-i~ ] ")/iI Ill -1" I~LI 
where r/~ = Aact and r/2 = BI are latent dependent variables, 
(l = EV and (2 = PB are latent independent variables, 
/3 is a coefficient relating Aact to BI, the 7's are coefficients 
relating EV and PB to Aact and BI, and ~ and ~2 are 
residuals (errors in equations). For the structural equations, 
it is assumed that ~] and ~2 are uncorrelated with (l and 
(2, respectively, and that (I - B), where I is a 2 x 2 identity 
matrix, is nonsingular. 

The structural equations represent the theoretical 
hypotheses implied by Figure 1. Because the latent 
variables in this model are not directly observed, they 

must be tied explicitly to measurements. This can be 
accomplished through a set of measurement equations as 
presented hereafter. 

For the independent latent variables, the measurement 
equations are 

Exil Ei~ [0j X2 = )k2 ~1 "t- 82 
X3 

where 12 
XI=~ 

i=l 
biei (i.e., the sum of 12 

expectency-value products referring to consequences of 
giving blood), x2 = frequency of giving blood in the past, 
x3 = recency of giving blood in the past, the kjX's are 
regression parameters relating the xj to ~:j, and the 6j's 
are residuals (errors in variables). It is assumed that the 
6j's are uncorrelated among themselves and with ~, ~, 
and ~. 

FIGURE 1 
Causal Model 
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EV Expectancy - Value Attitude 
PB Past Behavior 
AACT Attitude toward an Act 
BI Behavioral Intentions 
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For the dependent latent variables, the measurement 
equations are 

Iyl  Yi]II I0il y~ |)~2 y ~2 

y 3  = / ~ k 3  y 771 -t- 63 

ysY4 l~4 y 2 

where yl - y, are semantic differential items measuring 
Aact, y5 is the intention to give blood, kmY'S are regression 
parameters relating yl - y4 to ~71, and em'S are residuals. 
Again, it is assumed that the em'S are uncorrelated among 
themselves and with ~, ~, and {. 

The general specification for the model is complete with 
the following covariance matrices: 

= [1"00 q521 1 

t. qSzt 1.00J 

L0 qJ22 

Assessment of Input Data and Statistical 
Assumptions 

One of the first things that should be done in the 
evaluation of structural equation models is an assessment 
of the adequacy of input data  and the statistical 
assumptions underlying any estimation methods used in 
analyses. A number of univariate and multivariate 
statistics are useful to examine in this regard. Bentler's 
(1985) EQS program, for example, computes skewness 
and kurtosis for each variable in a model, as well as a 
number of multivariate measures of kurtosis. For the 
normalized estimate of multivariate kurtosis, one desires 
values near zero in that large positive values indicate 
significant positive kurtosis and large negative values 
indicate significant negative kurtosis. The EQS program 
also provides estimates of elliptical kurtosis and identifies 
sample cases contributing to multivariate kurtosis. The 
EQS program is a quite general statistical package that 
offers a number of estimation procedures (least squares, 
generalized least squares, and maximum likelihood) under 
various distributional assumptions (normal, elliptical, and 
arbitrary). 

The program, PRELIS, developed by J6reskog and 
S6rbom (1986) can also be used to assess the properties 
of one's data. This program is especially useful for data 
screening. It computes estimates of the asymptotic 
variances and covariances of estimated product moment 
correlations, polychoric correlations, and polyserial 
correlations; as well as multivariate kurtosis. It also 
produces an estimate of the asymptotic covariance matrix 
for arbitrary non-normal distributions. Beginning with 
LISREL VII, these estimates can be used to compute 
asymptotic distribution free estimators (termed WLS - -  
weighted least squares in LISREL). 

When this article was prepared, EQS, PRELIS, and 
LISREL VII were not available to the authors. Therefore, 
LISREL VI served as the estimation program for all 
analyses performed hereafter. 

0 01 ~ 06262 0 

0 06363 

0e i1100 0 0 0 0"] 
O~z~z 0 0 0 

J 0 Oe3e~ 0 0 
0 0 O~4eg 0 
0 0 0 0 

where @ is covariance matrix for r ~ for 7, 06 for 6, 
and -0e for e. 

Assessment of Overall Model Fit 

The aforementioned data and model structure were 
analyzed with LISREL (J6reskog and S6rbom, 1984). The 
maximum likelihood fitting function was used to estimate 
parameters and test hypotheses. How can one evaluate 
the overall model fit? The following criteria are useful 
in this regard. 

Preliminary Evaluation Criteria: One of the first things 
that should be done before examination of the global 
criteria described hereafter is to see if any anamolies exist 
in the output. The most common anamolies are negative 
error variances for ~, 6, or e; correlations greater than 
one; and extremely-large parameter estimates. These 
findings point to model specification errors, identification 
problems, or input errors. Should they arise, one should 
first check to see if the input specification is meaningful 
and was implemented correctly through the proper 
formating of control cards. If identification was not proven 
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a priori, this might now be done explicitly. It is possible 
that errors exist at the data entry level as well. For example, 
if a correlation matrix were used as input, listwise, not 
pairwise, deletion should be used because the latter 
sometimes introduce linear dependencies or other 
confounds. 

If one obtains negative error variances, one solution 
may be to rerun the model with the problem parameter 
fixed to a very small positive value (e.g., .0005). 
Alternatively, it is sometimes meaningful to reparameterize 
the model by specifying exogenous variables in place of 
the residuals, fixing the variances of these variables to  
1.00, and estimating the regression parameter linking these 
variables to their respective measures. The square of the 
regression parameter is the variance of the reparameterized 
residual and will obviously always be positive (Rindskopf 
1983). This should be done only when one can rule out  
model misspecification. 

Even if all error variances are positive, it is possible 
that problems exist when one or more error variances 
are nonsignificant. Nonsignificant error variances usually 
suggest specification errors, since it is unreasonable to  
expect the absence of random error in most managerial 
and social science contexts. One solution when nonsig- 
nificant errors occur is to drop a measurement corres- 
ponding to the nonsignif icant  error (or another  
measurement on the same latent variable). The problem 
with dropping measurements is that  one may be 
capitalizing on chance and introducing a selection artifact. 
However, nonsignificant error variances sometimes arise 
because two or more measures of a latent variable correlate 
so highly (e.g., greater than about .95) that little random 
error does in fact exist. In this case, one has some grounds 
for dropping a measure because of the high level of 
empirical redundancy. What constitutes "too high" a 
correlation is a somewhat arbitrary issue and depends, 
in part, on the sample size. 

Problems with improper solutions might also arise 
bacause of violations of the statistical assumptions of the 
procedures one uses. With the maximum likelihood 

procedures under LISREL, multivariate normality and 
additivity are especially crucial assumptions (e.g., Browne 
1982). Highly skewed data and excessive kurtosis, for 
example, can affect parameter estimates, standard errors, 
and overall fit to a great extent. Future versions of LISREL 
are planned to provide convenient analyses of kurtosis 
and other assumptions. A useful discussion on improper 
solutions can be found in van Driel (1978). 

For the data investigated in the present paper, none 
of the anamolies noted above was revealed. Thus, 
examination of the more formal criteria may now be made. 

Global Measures of  Fit: A long standing indicator of 
the overall ~oodness-of-fit of any model can be obtained 
with the X-test. Here the xLtest is a likelihood ratio 
statistic for testing a hypothesized model against the 
alternative that the covariance matrix is unconstrained. 
For the model of Figure 1, the X 2 goodness-of-fit yielded 
a value of 28.84 with 16 degrees of freedom and p < 
.02. By the usual rules-of-thumb on the p-value (some 
researchers use the .05 or greater standard, others .10 
or greater), one would have to reject this model. 

How valid is the xCtest? Although one gains important 
information about a statistically false model, the well- 
known sensitivity of the x2-test to sample size poses 
potential problems. That is, as the sample size increases, 
the chances of rejecting a model (whether true or false) 
also increases. If the sample size is very large, leading 
to  high power (a topic we will return to later in the article), 

2 �9 �9 �9 X -test is more hkely to reject a false model. But the test 
is also more likely to reject a true model as well. Because 
power is a function of sample size, parameter size, and 
alpha level, it can be increased by increasing sample size 
with parameter size and alpha level held constant. Given 
this perspective, the likelihood of rejecting a model as 
sample size increases is not surprising, since the increased 
sample size makes it more likely to detect discrepancies 
between the implied and observed covariance matrices. 
From a practical perspective, however, the amount of 
information in the residuals might be trival, and a 

TABLE 1 
Goodness-of-fit Measures for Submodels in Figure I 

Model Tests 

Model Model x 2 p 
Description 

M0 (nul0 757.25 .00 

MI (73=74=0) 60.30 .00 

M2 (Figure 1) 28.84 .02 

M3 (73=0) 33.27 .01 

M4 (74=0) 58.19 .00 

Model Compa~sons 
2 AGFI RMR Comparison xd df 

.259 .389 M0-MI 696.95* 10 

.870 .059 M0-M2 728.84* 12 

.928 .036 M0-M3 723.98* 11 

.922 .039 M0-M4 699.06* 11 

.868 .059 MI-M2 31.46' 2 

Parameter Tests for Casual Paths 

Akl Parameter Comparison xd 2 df 

.920 

.962 

.956 

.923 

.041 

73 M3-M2 4.43** 1 

74 MrM2 29.35* 1 

* < .001 

**p < .05 
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significant x2-test might reflect a sensitivity to sample size 
instead of an invalid model. 

So what can one do if a "large" sample is suspected 
for a rejection of a valid model based on the xLtest? One 
approach is to use the x2-test to compare models. 
Specifically, for nested models (i.e., models that are special 
cases of more general models such that the former is 
obtained from the latter by restricting parameters to 
equalities or constants, usually zero), it is possible to test 
the statistical significance of the differentiating parameters 
with a X 2 difference test. Thus, when comparing two 
models, a large change in X: compared to the difference 
in degrees of freedom, indicates that the freed parameters 
constitute a real improvement. Alternatively, a change 
in X 2 close to the difference in the number of degrees 
of freedom suggests that any improvement in fit is merely 
due to capitalization on chance and that restrictions 
therefore are supported. Steiger, Shapiro, and Browne 
(1985) show that, for maximum likelihood common factor 
analysis, sequential X 2 difference tests are asymptotically 
independent. 

Let us illustrate the X 2 difference test on the focal model 
investigated herein. Suppose that a researcher began by 
testing the modification of the model of Figure 1 consisting 
of 73 = ' ) 1 4  ~" 0. That is, EV and PB are hypothesized 
to influence BI only indirectly through their effects on 
Aact and not directly. The results for this model 
(designated M1 in Table 1) show that one must reject it 
based on the x2-test: X 2 = 60.30, df-- 18, p < .001. However, 
one can perform a valid test of the significance of 73 
and "/4 by comparing MI to the original model of Figure 
1 (designated ME in Table 1) in which it is nested. The 
results show that X~ 2 = 31.46, df = 2, p < .001, which 
implies that the constraints imposed in M1 (i.e. y3 y ,  = 
0) should be rejected. Because the significant difference 
in the XaZ-test test may be due to nonsignificance of either 
or both 73 and 74, one might want to examine the 
parameters independently. This is shown in the right hand 
portion of Table 1, where it can be seen that 73 and 74 
are both significant. Tests of significance of other 
parameters of interest in Figure 1 could be done ina similar 
manner, depending on one's research interests. 

Although the X 2 difference test is useful in the sense 
illustrated above, it does not directly and fully address 
the needs of the applied researcher who may be concerned 
about the sensitivity of the xZ-test on the interpretation 
of the overall goodness-of-fit of a model. Not only might 
one reject a valid model because of the presence of a 
large sample, but one might falsely accept an invalid model 
because of too small a sample size. The dependence of 
the x2-test on sample size makes these contrasting 
outcomes possible, depending on one's actual sample size 
and the discrepancy between the implied and observed 
covariance matrices. Again, statistical power is a relevant 
issue (see discussion hereafter on power). 

One way to aid in the interpretation of findings, even 
if one has a large or small sample, is to examine one 
or more of the normed incremental fit indices now 
available, t Bentler and Bonett (1980) propose a model- 
testing difference strategy based on a comparison of 
relevant models by use of X 2 difference tests. Under their 

procedure, hypothesized models are contrasted with a 
general null model (and/or  with meaningful baseline 
models). The null model is typically taken to be one in 
which all variances of measures are free, all h's implied 
by correspondence rules are fixed at unity, and qt, ~, 
B, and F are specified as null matrices. Thus, the-null 
model hypothesizes that all variables are mutually 
independent. Specifically, the Bentler and Bonett normed 
fit index is defined as 

Akg = (Fk - Fg)/F0 

where F is the fitting function (e.g., maximum likelihood), 
F0 is the fitting function under the null model, and Fk 
and Fg represent the fitting functions for nested models 
of theoretical interest. 2 Because F0 --> Fk -- Fg _> 0, Akl 
lies in the interval 0 _< Akg-- < 1. Bentler and Bonett (1980, 
p. 600) claim that values of Akg _> .9 can be considered 
indicative of adequate fits. 

Let us illustrate the use of Akg on the model of Figure 
1 and the data set described herein. Although one must 
reject the model of Figure 1 on the basis of the xZ-test 
(see model M2 in Table 1), we see that the improvement 
in fit over the null model (M0 in Table 1) is significant 
(i.e., Akg = .962). Moreover, because the remaining 
increment in fit that could be achieved by modifying model 
M2 in some way (e.g., through the inclusion of correlated 
errors) is modest (i.e., the maximum possible improvement 
= 1 - .962 = .038), one may conclude that the model fits 
well from a practical standpoint. Indeed, each of the 
models summarized in Table 1 (i.e., MrM+) yields fits 
above the .9 cutoff. To see the improvement in fit achieved 
when both y3 and 74 are free parameters versus fixed 
parameters constrained to equal zero, one can compare 
M1 and M2. As shown in Table 1, even though 73 and 
y4 are significant, their inclusion results in only a gain 
in fit of .041. 

Overall, despite the rejection of the model of Figure 
1 on the basis of the x2-test, the Bentler and Bonett normed 
fit index indicates that the model accounts for a significant 
proportion of information from a pragmatic viewpoint, 
and any increase in fit that one could achieve is minor. 
As a consequence, the evidence suggests that the model 
of Figure 1 may be meaningful and that its rejection on 
the basis of the xZ-test was perhaps due to the sensitivity 
of the test to sample size. 

One problem with the use of incremental fit indices 
that should be noted is that comparisons to the null model 
may not be very meaningful. Sobel and Bohrnstedt (1985) 
argue that the baseline comparison should be chosen from 
the set of models researchers already accept as valid. Then, 
what one desires to show with a new hypothesis is the 
increase in fit over and above the established model(s). 
This is an interesting point as far as it goes. But it should 
be pointed out that the choice of the null model or any 
other baseline model is an arbitrary one. Not only are 
the criteria for such a choice necessarily subjective, but 
the question of what constitutes an acceptable increment 
in fit is still open to debate. Keeping this in mind, judicial 
use of incremental fit indices can help in the comparison 
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of hypotheses and aid in the interpretation of research. 
Jrreskog and S6rbom (1984) propose an adjusted 

goodness-of-fit index (AGFI) that is somewhat similar to 
Akl. Formally, for the maximum likelihood procedure, 
it is defined as 

AGFI = 1 - [(p + q)(p + q + l)/2(df)] 
tr(~-'_S-_I) 2 

tr(~-lS) 2 

where p = number of y's, q = number of x's, df = degrees 
of freedom, tr -- trace, ~- = inverse of implied covariance 
matrix, S = observed covariance matrix, and I = identity 
matrix. The AGFI will generally range from 0 to 1. It 
indicates the relative amount of variances and covariances 
jointly accounted for by the hypothesized model. In our 
experience, values equal to or greater than about .9 suggest 
meaningful models from a pragmatic point of view. We 
have also found that the AGFI index is typically slightly 
lower in magnitude than Akg, and thus a .9 cut-off for 
AGFI will yield a somewhat more conservative criterion 
than for Ak/. However, it should be acknowledged that 
the .9 rule-of-thumb for AGFI is only a rough guideline. 
Our experience to date suggests that it errs on the side 
of conservatism. 

Table 1 presents the AGFI's for models M0 - M4. Notice 
that only M2 and M3 surpass the .9 rule-of-thumb. 

Jrreskog and Srrbom (1984) note that, in contrast to 
the x2-test, the AGFI "is independent of the sample size 
and relatively robust against departures from normality" 
(p. I. 41). However, it is important to stress that because 
the distribution of the AGFI (and Akr is unknown, it is 
not a statistical test but rather a rule-of-thumb with a 
potentially ambiguous interpretation. And while the index 
itself is not a function of sample size, prr se, its distribution 
is (Anderson and Gerbing 1984). 

Still another measure of the overall fit of a model is 
the root mean square residual (RMR): 

[ k i ] 
RMR= 2 E E ( so-Oo)2 / (p+q) (p+q+ 1) 1/2 

i=l j=l 

where s o and Oij are observed and estimated variances/ 
covariances, respectively. The RMR indicates the average 
of the residual variances and covariances and can be used 
to compare the fits of different models to the same data. 
The AGFI can be used this way, too, and also for 
comparisons on different data. 

The RMR's of models M0 - M4 are displayed in Table 
1. It can be seen that relatively small values exist for M I 

- M4, with M2 showing the smallest RMR (i.e., .036). 
Model Mo exhibits a very high RMR (.389). 

One may also gain information on the overall fit of 
a model (as well as the fit of the internal structure, as 
noted hereafter) through an inspection of the residuals. 
In general, residuals can be examined in at least two ways. 
The first is to scrutinize individual residuals (e.g., Costner 
and Schoenberg 1973). Because variances and covariances 
may differ considerably, examination of individual 

residuals may be misleading. The common rule of thumb 
of selecting residuals greater than 0.1, for example, as 
pointing to problems should be regarded as only a crude 
norm. Inspection of the normalized residuals, which 
approximate standard normal variates, should be more 
informative in suggesting possible sources of model 
misspecification. Normalized residuals (NR) are computed 
as 

NR = (sij - ~ij)/[(SiiSij + S2ij)/N] 1/2 

where N = sample size and the remaining symbols are 
as defined heretofore. A second practice that sometimes 
provides diagnostic information is to examine residuals 
jointly. This can be done usefully through inspection of 
the Q-plot of normalizeil residuals. Two things should 
be considered: the shape and slope of the plot of normal 
quartiles versus normalized residuals. With respect to 
shape, one desires a linear trend through the plotted values. 
Nonlinearities suggest the possibility of specification errors 
or non-normality. For linear fits (i.e., "good" fits), the 
slope should be larger than one (i.e., greater than 45~ 
Slopes less than one point to poor fits, and slopes 
approximately equal to one indicate "moderate" fits 
(J'rreskog and Srrbom 1984, IlL 17). Model M2 summarized 
in Table 1 and Figure 1, for example, produced a linear 
plot with slope greater than one. 

Another criterion for evaluating the global fit of a model 
is the coefficient of determination. For the set of structural 
equations taken jointly, the total coefficient of determination 
(TCD) is 

TCD = 1 - I 1/I Cov(v) l 

where cov= covariance and II = determinant. Similarly, 
for the x and ), variables taken jointly, the respective 
coefficients of determination are 

TCDx = 1 -10~1 /I Sxxl 
TCDy = 1-1/9,1 / I  Syy I 

where Sxx = observed covariance matrix for x and S y y  

= observed covariance matrix for y. In words, TCD shows 
how well the structural equations (i.e., hypothesized 
theoretical relations) account for the ~ variables; TCDx 
and TCDy show how well x and y, respectively, serve 
as joint measurements of ~ and 7" 

One caution that should be noted with respect to TCD 
is the following. If ~ contains significant off-diagonal 
elements, then the TCD is analogous to the pseudo-R 2 
value described in econometrics texts for simultaneous 
equation systems. In this case, it is not possible to interpret 
the TCD as indicating explained variance due to 
antecedents because the effects of omitted variables are 
also included in the summary measure. As a further 
caution, note that, although perhaps uncommon, it is 
possible to have a nonsignificant x2-test but a very small 
TCD, suggesting that, while the model fits satisfactorily, 
little variance is explained. Conversely, it is also possible 
to have a large TCD and an unacceptable x2-test and 
poor AGFI. 

JAMS 79 SPRING, 1988 



ON THE EVALUATION OF STRUCTURAL EQUATION MODELS BAGOZZI & YI 

The data used to test Figure 1 and Model M2 yielded 
a TCD = .532. We will discuss more detailed results for 
variance accounted for hereafter. 

Still another criterion that has been suggested for 
evaluating the goodness-of-fit of any model is the Critical 
N (CN) index (Hoelter, 1983): 

CN (zest + J2df 1 )2 = + G  
2x2/(N - G) 

where Zerit is the critical value of the normal variate z 
for a selected probability level, G = number of groups 
analyzed simultaneously, and oN = sample size. Hoelter 
(1983, p. 330) asserts that CN is "the size that a sample 
must reach in order to accept the fit of a given model 
on a statistical basis." For model M2, CN is 198, which 
is less than the actual sample size of 220. In terms of 
goodness-of-fit, Hoelter further suggests that CN > 200G 
might be a "tentative" rule of thumb for deciding whether 
the discrepancy between an observed and implied 
variance-covariance matrix is trivial or not. Whether this 
arbitrary rule of thumb and the CN index as well are 
useful remains to be seen. 

Many of the newer programs for structural equation 
models are based on asymptotic statistical theory and 
therefore require relatively large sample sizes for estimation 
and testing of models. What constitutes a large sample? 
Preliminary work on this issue is now emerging (e.g., 
Anderson and Gerbing 1984; Bearden, Sharma, and Teel 
1982; Boomsma 1985), and tentative guidelines suggest 
that sample sizes as low as about 100 are often adequate, 
with 200 or more sometimes recommended as safe. Bentler 
(1985, p. 3) offers the following recommendation: 

"An over-simplified guideline regarding the 
trustworthiness of solutions and parameter 
estimates might be the following. The ratio of 
sample size to number of free parameters to 
be estimated may be able to go as low as 5:1 
under normal and elliptical theory. Although 
there is little experience on which to base a 
recommendation, a ratio of at least 10:1 may 
be more appropriate for arbitrary distributions." 

Until we learn more about the effect of sample size on 
estimation and testing, one should regard these rules of 
thumb cautiously. For model M2 the ratio of sample size 
to number of free parameters is 11:1. 

Assessment of Fit of Internal Structure of a Model 

The global measures of fit address the overall adequacy 
of a model but do not explicitly provide information as 
to the nature of individual parameters and other aspects 
of the internal structure of a model. It is possible that 
the global measures of fit will indicate a satisfactory model 
but certain parameters corresponding to hypothesized 
relations may be nonsignificant and/or measures low in 
reliability may exist. Indeed, as noted heretofore, improper 
solutions may occur, and this might happen even when 

global measures of fit imply a satisfactory model. Hence, 
it is essential that researchers carefully scrutinize the 
internal structure of any model along with the preliminary 
assessment criteria and global criteria noted heretofore. 

An important criterion in this regard is examination 
of parameter estimates and the accompanying tests of 
significance. One might begin by inspecting the measure- 
ment parameters, particularly b x, b y, 0~, and 0e. Are the 
h's high in value (e.g., greater than about .6 for 
standardized values) and significant (e.g., as revealed by 
the t-tests)? Are the O's small (e.g., about .4 or less) but 
significant? More formally, one can examine three types 
of reliability: individual item reliability, reliability for the 
composite of measures of a latent variable, and the average 
variance extracted from a set of measures of a latent 
variable. 

The individual item reliability is defined as 

~ki 2 var T 
pi = 

hi 2 v a r  T + 0ii 

where T = ~Tj or (k. That is, the reliability of a measure 
is equal to its true score variance divided by the total 
variance. On newer versions of LISREL, individual item 
reliabilities are computed directly and listed as squared 
multiple correlations for the x and y variables. The 
composite reliability is defined as 

(Y, ki) 2 var(T) 
pe = 

(Yhi) 2 var(T) + ~-~0ii 

where the summation is over the items comprising the 
composite (i.e., the measures of the focal latent variable). 
Finally, the average variance extracted is defined as (e.g., 
Fornell and Larcker 1981): 

Z,ki 2 var(T) 

E,ki 2 var(T) + E0ii 

where values greater than .5 are considered adequate. For 
composite reliabilities, values greater than about .6 are 
desirable. Individual item reliabilities will be lower than 
the composite, but it is not possible to suggest even loose 
rules-of-thumb as to adequate sizes. 

Table 2 summarizes the reliabilities of measures for the 
model of Figure 1. Notice that, while individual item 
reliabilities range from moderate to high in value, the 
composite reliabilites are quite high. Similarly, the 
measures of average variance extracted suggest satisfactory 
reliabilities. 

After examination of reliability, it is useful to look more 
closely at parameter estimates. Are coefficients significant 
and in the proper direction? More specifically, are 
hypothesized paths and other parameters consistent with 
predictions? One might begin here with an investigation 
of the signs of parameters and their standard errors (and/ 
or t-values). Perhaps a less ambiguous test of the 
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TABLE 2 
Reliability of Measures for Model in Figure I 

Individual Item Composite 
Measure Reliability Reliability 

x2 .762 .884 
x3 .823 
yl .502 
y2 .553 .809 
y3 .489 
y4 .515 

Average 
Variance 

Extracted 
.792 

.515 

significance of paths can be obtained by use of X 2 difference 
tests. We have already considered this and provided an 
illustration under the discussion of goodness-of-fit tests 
(see also bottom of Table I). Note that it is sometimes 
meaningful to test ~arameters with a X 2 difference test 
even if the overall X test for a focal model indicates that 
the model must be rejected. 

For the data considered herein and the model of Figure 
1, all parameters were significant beyond the .05 level 
and in the direction dictated by theory. For instance, the 
standardized values for the central causal paths and their 
respective t-values (in parentheses) were 7~ = .376(5.385), 
"/2 = .428(5.564), 73 = �9 127(2.137), 74 = .382(5.625), and 
/3 -- .360(4.362). Note that standard errors computed in 
LISREL should be utilized for interpretation when the 
covariance matrix is used as input and the values apply 
to the unstandardized parameter estimates. 

Another indication of the internal quality ~f a model 
can be achieved by closer inspection of the normalized 
residuals. Normalized residuals larger than 2 indicate that 
significant amounts of variance remain unexplained and 
that a specification error is likely. The pairs of measures 
showing residuals greater than 2 sometimes point to the 
area of misspecification. However, a word of caution is 
in order here. When full information methods are 
employed, such as the maximum likelihood estimation 
procedure in LISREL, a specific element will reflect the 
effect of all parameters and a suspected residual may not 
be very informative. Therefore, a more accurate diagnosis 
of model misspecification should be obtained (e.g., through 
study of the modification indices). 

The modification indices show the expected decreases 
in X 2, should one relax parameters so designated on the 
LISREL output. By freeing the parameter with the largest 

2 modification index the X will drop at least as far as the 
value of the index. Thus, using the .05 level of significance 
as a criterion, a modification index greater than 3.84 
suggests that freeing the corresponding parameter will 
significantly improve the model. Whether one should or 
should not do this as part of any study is another issue 
open to debate. 

Changing a model by indiscriminantly freeing parameters 
suggested by modification indices is of course an example 

of capitalizing on chance. One should avoid relying on 
such a practice except perhaps in the most exploratory 
of studies. As a matter of fact, models should not be 
modified unless one has theoretical and/or  methodological 
reasons justifying any modification. Indeed, modifications 
other than trivial changes should be treated cautiously 
and cross-validated whenever possible. Bagozzi (1984) 
discusses some of the philosophical and substantive issues 
associated with the related topic of correlated errors. Cliff 
(1983) restates some well-known cautions associated with 
a strict interpretation of statistical tests. 

For the data considered herein and the model of Figure 
1, the highest normalized residual was -1.483 and occured 
between the first measure of Aact and the second measure 
of PB. The remaining residuals were much lower than 
this. Thus, the residuals reveal that little variance remains 
unexplained by the model of Figure 1. Similarly, the largest 
modification index was 2.263 and occurred for the factor 
loading relating BI to the third measure of Aact. This, 
too, suggests that the fit of the model cannot be improved 
significantly by relaxing parameter constraints. 

Table 3 summarizes the model evaluation criteria we 
have discussed up to this point. Although statistical and 
nonstatistical guidelines exist for each criterion, any 
particular application will typically result in some 
acceptances and some rejections of a model based on the 
standards. Therefore, some reconciliation of the findings 
must be made one way or the other. At this point in 
the state of the art o f  model evaluation, a certain amount 
of subjectivity exists. We will provide some preliminary 
guidelines for resolving ambiguities arising in a particular 
study later in the article. Now we turn to additional criteria 
related to validity. 

ASSESSMENT OF VALIDITY 

The criteria considered up to this point focus upon the 
adequacy of model fitting. The question addressed is: are 
the data consistent with the theoretical hypothesis(es)? A 
number of limitations of the criteria should be noted. First, 
of course, it is important to note that in managerial and 
social science research it is unlikely that the statistical 
assumptions will ever be met in a strict sense. The 
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TABLE 3 
Summary of Evaluation Criteria Based on Model Fit* 

Preliminary Fit Criteria: absence of 

negative error variances 

error variances not significantly different from zero (unless defensible) 

correlations greater than one 

correlations too close to one (i.e., within two standard deviations of unity) 

factor loadings too small (e.g., < about .5) or too large (e.g., > about .95) 

very large standard errors 

Overall Model Fit: achievement of 

nonsignificant X2 (e.g., X2 with p-value >_ .05) 

adequate statistical power of x2-test 

satisfactory incremental fit index (i.e., A >_ .9) 

satisfactory goodness-of-fit index (i.e., AFGI _> .9 or so) 

satisfactory model comparisons (e.g., through X2 difference tests) 

low root mean square residuals 

linear Q-plot of normalized residuals with slope greater than one 

high coefficients of determination 

satisfactory critical N 

satisfactory ratio of sample size to number of free parameters (i.e., ratio ___ 5:1) 

Fit of Internal Structure of Model: achievement of 

high individual item (e.g., pi ~ .57) and composite reliabilities (e.g., Oc >-- .6) 

average variance extracted > .5 

significant parameter estimates confirming hypotheses 

normalized residuals less than 2 

modification indices less than 3.84 

adequate power to detect causal paths 

*Note: In addition to the criteria listed in this table, it is advisable to assess the adequacy of input data and the assumptions (e.g., multivariate 
normality) underlying any estimation methods used (see discussion in text). 

sensitivity of the x2-test to sample size, for example, poses 
problems in any real application. Large samples may result 
in the rejection of any model, and small samples may 
lead to Type II errors of accepting any model. Second, 
the "nonstatistical" incremental fit, goodnessof-fit, and 
root mean square residual rules-of-thumb do not preclude 
capitalization on chance. And it is frequently difficult to 
evaluate individual models or compare competing ones 
without resorting to arbitrary norms. Even in the best 

of circumstances, model fitting criteria provide incomplete 
evidence as to the validity of hypothesized models. 

It is therefore advisable to broaden model evaluation 
criteria to encompass questions of validity. In this section, 
we will consider three somewhat similar ways that validity 
might be scrutinized: multiple group analyses, cross- 
validation, and validity generalization. The important but 
more distantly related issue of construct validity will be 
mentioned near the end of the paper. 
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Multiple Group Analysis 

Sometimes it is meaningful to inquire about the stability 
of models or parameters across samples. For example, 
one might wish to compare a treatment and control group 
to see if an experimental manipulation worked. Or one 
might desire to investigate whether the measurement 
properties, model structure, and/ or causal parameters 
of a model are equivalent across different samples of the 
same or different populations. The aim of the latter might 
be to replicate findings or simply to see if an entire model 
or some subportion of it is valid in the sense of functioning 
similarly in one or more groups. 

Multiple group analyses can be performed on the 
structural aspects of a model (e.g., on B, P, or 0~ and 
08) and / or the means of the latent variables. For simplicity, 
we will limit consideration here to a description of the 
former. Jrreskog and Srrbom (1984) present a discussion 
of the latter under the title of the LISREL-Model with 
Structured Means. 

Multiple group analyses begin with the assumption that 
the following structural equation and measurement models 
hold in each group: 

n = B r / +  F~+~ 
y = AyT/+ 
x = Axe: +'~ 

Then, for g = 1 . . . . .  G groups, the model for group g 
is specified by the parameter matrices Ay tg), Ax (g), B (g), F (gl, 

(g) (g) (g) (g) 
, ~ , O~ , and Oa . If the researcher is interested in 

testing the equality of parameters across groups, then all 
groups must be analyzed simultaneously. The maximum 
likelihood fitting function (F) for the simultaneous analysis 
is the weighted average of the fitting functions for each 
group in the analysis: 

F=  
G 
x 

g=l N 
[ log [ + - loglS  1 - k] 

where the symbols are as defined heretofore. 
Hypotheses of equality can be conducted anywhere 

along a continuum ranging from testing all parameters 
to testing a single parameter of interest. Often, a sequence 
of hypotheses might be investigated (e.g., Bagozzi 1983, 
pp. 155-158). For instance, one might begin by testing 
whether the covariance matrices are equal across groups. 
If they are, the data can be pooled and analyses performed 
on the new reconstituted sample. It is more common for 
covariance matrices to differ across groups. In these cases, 
various hypotheses might be investigated as to model 
invariance based on methodological or theoretical 
rationales. For example, in some cases, it might be 
meaningful to test whether the measurement properties 
of focal groups are invariant. Thus, one might examine 

HI: A (1) Ay(2) y = : . . .  = Ay (G) 

to see if the factor pattern and loadings are equivalent 
across the groups. Similarly, one might want to test 
whether the key theoretical hypotheses are equal across 
groups. This might involve the following, for example: 

H2: B ~ = B (2) = . . .  = B (G) 

F (1 )  = F (2 )  = . . .  _ p ( G )  

Simpler and more complex hypotheses are possible, 
depending on the needs of the researcher. 

Any particular hypothesis of invariance should be tested 
along the following lines by use of LISREL. First, one 

2 should run a simultaneous analysis and obtain a X 
measure for the fit of a focal model with the desired 
invariance constraints specified for all groups. The degrees 
of freedom for this model will be given by d.f. = (1/ 
2)(G)(k)(k + 1) - t where t = the total number of independent 
parameters estimated in all groups and the remaining 
symbols are as defined heretofore. A significant X 2 test 
points to a rejection of the hypothesis of invariance, while 
a nonsignificant value will lead to a failure to reject 
invariance. One can also examine a X 2 difference test by 
comparing the findings for invariance with a model 
allowing all parameters of interest to be free and 
unconstrained. Tests of invariance should be performed 
on the covariance matrix. For further discussion of 
multiple group analyses, see Jrreskog (1971) and Srrbom 
(1974, 1978). An example dealing with validity in a 
substantive context can be found in Bagozzi (1981). See 
also Cole and Maxwell (1985). 

Cross Validation 

Cross-validation has a long history in econometrics and 
psychometrics (e.g., Herzberg 1969; Mosier 1951). In the 
typical cross-validation, parameters of a model are 
estimated from one sample, and the predictive effectiveness 
of the model is subsequently determined on a separate, 
independent sample drawn from the s a m e  population as 
the first. 

Cross-validation is not a hypothesis testing procedure, 
per se. Rather, one is testing the predictive accuracy of 
a fitted model. The model providing the best fit to a given 
data set might capitalize on the peculiar characteristics 
of that data set. A valid model, however, should predict 
a new sample as well as explain a given sample. Cross- 
validation is best regarded as a method for comparing 
alternative models and selecting the one(s) best approx- 
imating an underlying population structure. The most 
stringent evaluation of competing models can be performed 
through double cross-validations. Here one begins by 
fitting models on one sample (termed a calibration sample). 
The parameters derived from the calibration sample are 
then used for prediction in a second sample (termed a 
validation sample), and goodness-of-fit criteria are derived. 
Next, the procedure is repeated by switching the roles 
of calibration and validation samples. The model(s) 
achieving the best fits in the double crossvalidation may 
be considered the one(s) with the greatest predictive 

JAMS 83 SPRING, 1988 



ON THE EVALUATION OF STRUCTURAL EQUATION MODELS BAGOZZI & YI 

validity. In this way, one overcomes the difficulties 
associated with reliance on single sample investigations. 
The likelihood that on has capitalized on chance is reduced 
considerably when one does cross-validations. As an aside, 
it should be noted that a cross-validation does not 
necessarily require that alternative models be compared. 
A single model can be cross-validated in order to examine 
the predictive ability of that model. 

Cudeck and Browne (1983) have developed a procedure 
for doing cross validations within the context of structural 
equation models with latent variables. The procedure may 
be summarized as follows. Assume that a model Mk is 
one of  several approximat ions  to the popula t ion 
covariance matrix E. Therefore, we might express this 
as 

where zrk = a nonnegative definite matrix valued function 
of "rk, 7"k = (7"1,7"2, ... ,'/'tk) = the vector of parameters defining 
E, tk <-- 1/2(p + q)(p + q + 1), and k = 1,2 . . . . .  k* alternative 
models. The fitting function for model Mk can be expressed 
in abbreviated form as F(S; ~.0. The objective in cross- 
validation is to compare a set of alternative models and 
select the one(s) with the lowest cross-validated fitting 
functions. 

Specifically, cross-validation should proceed as follows. 
First, one begins by randomly splitting a sample into two 
subsamples: a calibration sample (a) and a validation 
sample (b). This yields covariance matrices Sa and Sb from 
samples a and b, respectively. Second, in sample a, the 
implied covariance matrix ~kl �9 = zrk(rm) is obtained by 
minimizing the fitting function F(Sa; rrk(rk)) with respect 
to rk to produce rkla. Next, sample b is used to yield 
F(Sb; ~kl~), which is termed the cross-validation index. 
The cross-validation index is of course a measure of 
discrepancy between Sb and ~kta. That is, using the 
covariance matrix from sample b and the parameter 
estimates for Mk from sample a, we compute the fitting 
functions. This first round of the double cross validation 
method is repeated for each of the k* alternative models 
one is considering. Finally, the double cross validation 
is completed with implementation of a second round of 
comparisons identical to the first but with sample b now 
serving as the calibration sample and sample a functioning 
as the validation sample. The model(s) that achieves the 
smallest cross-validation index in each of the two rounds 
of cross-validation may be regarded as the one(s) with 
the greatest predictive validity for the given sample. 

One drawback with cross-validation is that relatively 
large data sets are needed since a focal sample must be 
divided into two. When this is not possible, one may use 
various penalty function procedures designed for single 
samples. For example, the Schwartz Information Criterion 
rescaled to make it independent of sample size is (Schwartz 
1978; c.f., Akaike 1974): 

Csk = F(S; ~k) + k log(N)/N 

The model with the lowest value of csk for a set of k* 
competing models should be chosen. 

Bentler (1980) has suggested three levels of cross- 
validation. In the most stringent one, an attempt is made 
to fit Mk to sample b by use of all of the parameter 
estimates from sample a. This is obviously a strict standard 
in that the factor structures, measurement parameters, and 
structural parameters all must cross-validate. At the least 
stringent level of cross-validation, only the factor pattern 
is validated across calibration and validation samples in 
that the same model is used for two samples, but estimates 
for parameters are allowed to differ. Hence, model 
specification is held constant but individual parameters 
are estimated in each sample. Here one is cross-validating 
only the general structure of relations in a theory. For 
instance, in an investigation of the multidimensionality 
of attitude, one may wish to ascertain whether the number 
of latent dimensions (i.e., attitude components) and its 
structure (e.g., the factor pattern matrix) cross-validate. 
Finally, at an intermediate level of cross-validation, one 
scrutinizes only selected parameters. Here focal parameters 
from sample a are constrained equal to those in sample 
b, while the remaining parameters are allowed to be free. 
At least for moderately complex models and more complex 
ones, some form of intermediate cross-validation is the 
most realistic. We will illustrate cross-validation hereafter 
after we introduce the related topic of validity generalization. 

In general, cross-validation is relevant under at least 
four conditions: a) when one needs to establish validity 
by separating estimation from evaluation of a model in 
order to ascertain that the fit is not a result of idiosyncratic 
sample charactristics, b) when specification searches or 
model explorations are done by modification of a 
hypothesized model in the light of fit to data, c) when 
one best fitting model has been chosen out of several 
models on the current data and there is a need to check 
whether capitalization on chance has occurred (here a 
cross-validation of a model chosen on the basis of 
exploration can be considered a hypothesis in a true sense 
and confirmed or disconfirmed), and d) when the objective 
of a study is to identify models that can predict future 
data well (as opposed to explaining variation in the existing 
data, say). 

Validity Generalization 

As noted heretofore, cross-validation is performed on 
samples drawn from the same population. However, it 
is not always possible to determine whether two or more 
samples under study are in all senses from a common 
population, and in still other instances one wishes to 
ascertain whether validity generalizes from one population 
to another. In other words, one's goal may be to use 
the parameters derived from a sample from one population 
to investigate the effectiveness of prediction on a sample 
from a second population. This investigation expands the 
scope of the explana t ion  and is termed val idi ty 
genaralization throughout this article. 

The procedure for conducting a validity generalization 
is identical to that for demonstrating cross-validation 
except that now samples a and b refer to samples drawn 
from different populations rather than from the same 
population. Populations may differ in a multitude of ways 
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and to different extents. The particular research context 
and objective will dictate the nature of any investigation 
of validity generalization. 

We will illustrate one use of validity generalization with 
the data described heretofore. Recall that the sample 
consisted of the responses of 220 people. Actually, we 
pooled the data from two samples for purposes of 
illustration. The two samples of 110 people each were 
randomly drawn from a single, larger population. But 
because one sarnple served as an experimental group and 
the other as a control group (through random assignment 
of persons), the samples might be considered representative 
of two different populations to the extent that the 
manipulation changed the experimental group. At least 
for purposes of exposition, we will treat the samples in 
this way. 

Table 4 presents the results for validity generalization 
where the analogue of double cross-validation has been 
performed on all parameters as well as on selected sub- 
sets of parameters. The results are intended to be taken 
in a general illustrative sense of the overall procedure 
and not with respect to specific hypotheses. Because of 
the complexity of the study, it is not possible herein to 
address the particular hypotheses and rationales for which 
the study was conducted. 

Despite some borderline models, one would have to 
reject all models listed in Table 4 strictly on the basis 
of the x2-test. However, given the limitations of the X L 

test and other model fitting criteria in general, it is 
informative to examine validity generalization (or cross- 
validation) in order to compare different levels of validity 
for the same overall model. Here we treat the alternatives 
as viable approximations, and our task is to compare these 
and select the alternative(s) which best approximates 
reality. The model(s) achieving the lowest validity 
generalization (or cross-validation) index across the two 
rounds of prediction is a candidate to be so chosen. 

To evaluate the results for the different levels of the 
model of Figure 1 shown in Table 4, we need baseline 
models for comparative purposes. One baseline is the null 
model of modified independence suggested by Bentler and 
Bonett (1980). The xLtests for the two rounds of validity 
generalization are X2(28)b = 422.9 and X2(28)a = 403.3. 
All of the fits of the model shown in Table 1 obviously 
achieve lower validity generalization indices than the null 
model. We might compute incremental fit indices based 
upon these findings to arrive at a measure of the 
"increment-of-approximation" (Avg) for each level of 
validity generalization shown in Table 4 (Balderjahn, 1986). 
For example, validity generalization of 13 shows Avgb = 
.929 and A~g, = .880, whereas validity generalization of 
all parameters taken together yields Avgb = .844 and Avga 
= .756. Thus, with the null model as a baseline, validity 
generalization is established for even the most general 
model. 

A more theoretically justified baseline is perhaps the 

TABLE 4 
Findings for Validity Generalization of the Model in Figure 1 

Calibration Sample* 
Sample a (n=110) Sample b (n=110) 

Derivation: X a2 df p-value Xb 2 df p-value 
48.33 16 .00 30.01 16 .02 

Validation: Xb 2 df p-value X a2 df p-value 
Structural Parameters 

y ll 34.04 17 .01 51.46 17 .00 
3'12 30.31 17 .02 48.58 17 .00 
"/21 33.04 17 .01 52.93 17 .00 
"/22 33.86 17 .01 52.44 17 .00 
V 41.86 20 .00 71.63 20 .00 
B 30.16 17 .03 48.50 17 .00 
P & B 42.01 21 .00 62.69 21 .00 

Measurement Parameters 
A 43.15 20 .00 58.29 20 .00 

Error Structure 
0~, 06, ~b, 0 49.4 27 .01 76.86 27 .00 

Structural & Measurement 
Parameters 

I', B, & A 54.11 25 .00 73.27 25 .00 
All Parameters 

I', B, A, 0e, 06, ~b, 0 66.05 36 .00 98.24 36 .00 

*Samples a and b are from different populations (if samples a and b had been drawn from the same population, this procedure would strictly 
correspond to cross validation). 
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model of Figure I with y3 = y 4  ---- 0. This model hypothesizes 
that Aact mediates all of the effects of EV and PB on 
BI. The x2-tests for the two rounds of validity generalization 
for this model are Xb2(18) = 40.62 and Xa 2 = 67.87. Taking 
these as baselines, the increment-of-approximation indices 
for/3 are Avgb = .261 and Avga = .288. Thus, we see that 
considerable increments in variance exist in the validity 
generalizations. Note also that by comparing validity 
generalization x2-tests of all levels of the Figure 1 model 
(shown in Table 4) and the baseline model, we see that 
the model in Figure 1 best approximates reality. 

STATISTICAL POWER 

Up to this point, we have looked at the x2-test as an 
indication of the goodness-of-fit of a given model to data. 
However, a nonsignificant x2-test is not sufficient for 
revealing the adequacy of a model. Two necessary 
conditions for a "good" test can be expressed in logical 
form as follows: 

a) If P, then Q is very likely. 
b) If not P, then Q is very unlikely. 

The x2-test for any model provides information only about 
a). That is, if we consider P as our model under 
consideration, then not P will be alternative 2 (false) models, 
and Q represents a nonsignificant x-test .  A good test 
should reject false models (i.e., not P). As in any test 
of hypotheses, there will be two types of errors: rejection 
of a true model (type I) and acceptance of a false model 
(type II). In interpreting a nonsignificant x2-test as 
providing support for a model, we would like the test 
to be able to reject false models with a high level of 
assurance. The probability that an incorrect model will 
be rejected is known as the power of the test. 

The power of the x2-test can be derived as follows (e.g., 
Satorra and Saris 1985). For a random sample of N 
observations of normally distributed variables, the log of 
the likelihood function is 

InL=(-�89 - 1) [ In [El+  tr(S_E -l) - ( �89 2 rr] 

For any model, ~ can be expressed as a function of a 
vector  of parameters ,  0 reflecting the par t icu lar  
hypothesized structure: E = E(O). Maximizing yields the 
maximum likelihood estimates, O, and implied variance- 
covariance matrix, ~. Given two nested models A and 
B where B is more restricted than A the likelihood ratio 
is 

L(s 

h -  L(s 

where ~A and ~B are estimates of the implied variance- 
covariance matrices under models A and B, respectively. 
If the restricted (null) model B is true, T = -2 Ink will 
be distributed asymptotically as a central X 2. In large 
samples, T can be used as a test statistic for testing B 

as a null hypothesis. At the a-level of significance, one 
would reject B when T exceeds the critical value, Ca. 
This is computed such that Pr [Xr 2 > Ca] = a, where 
Xr 2 is the (central) X 2 with degrees of freedom equal to 
the difference in number of parameters estimated under 
A and B. If the less restricted (alternative) model A is 
true, T will be distributed asymptotically as a noncentral 
X 2. Thus, when an alternative model is specified, the power 
of the x2-test can be determined. The power of the test 
will be the probability of rejecting a false model (null 
model B in our example), given that the alternative model 
is correct. This can be expressed as (1 - 13) = Pr [T > 
Ca] where /3 is the 2Probability of a Type II error and 
T has a noncentral X distribution. 

Figure 2 shows a graphic representation of these 
concepts. Notice that /3 is shown as the area to the left 
of Ca for curve A, and a is the area to the right of 
Ca for curve B. The power of the test is then 1 - /3, 
or the area to the right of Ca for curve B. 

Saris and Stronkhorst (1984, p. 205) discuss a practical 
procedure for computing power. The procedure can be 
outlined as follows: 

i) given a focal model, hypothesize an alternative 
model and specify the magnitude of additional 
parameters for which one desires to detect a false 
model (e.g., one might desire to determine the power 
for detecting the presence of a causal path found 
to be nonsignificant in a focal model; here a 
magnitude of .2 for the standardized path might 
be selected, since a significant path at this 
magnitude would indicate 4% explained variance 
in a criterion). 

ii) compute a new covariance matrix using the 
parameter values from the focal model run plus 
the additional parameters from the alternative 
model (this can be done with LISREL). 

iii) determine how well the focal model reproduces the 
new covariance matrix (the X 2 value will be a good 
approximation of the noncentrality parameter). 

iv) with the noncentrality parameter and a chosen a, 
one can determine the power of the test from tables 
of the noncentral X 2 distribution. 

To see the value in examining power, consider the 
hypothetical example shown in Figure 3. In each of Figures 
3a and 3b, the left curve shows the distribution of T under 
a correct model (cent~ral X 2 distributions), while the right 
hand curve presents the distribution of T under a false 
model (noncentral X 2 distributions). The shaded areas 
represent the power of the test (i.e., the probability of 
rejecting a false model). 

Now in any particular study, the value of the x2-test 
can have different interpretations depending on the power 
of the test. Let us assume that we have an acceptable 
model as indicated by the X 2 test at the t~ level. The 
interpretation of this result will be different for the cases 
illustrated in Figure 3. Consider first Figure 3a where 
the power is high. Because most false models are rejected 
under this case, a nonsignificant x2-test provides strong 
support for the model. In contrast, when the power is 
low as in Figure 3b, a nonsignificant x2-test is also likely 
to accept many false models, and our confidence in the 

JAMS 86 SPRING, 1988 



FIGURE 2 
Distribution of the Test Statistic Under Correct and Incorrect Models 
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test of  a focal model is reduced. As a consequence, the 
interpretation of  a nonsignificant x<test  can be misleading 
if one fails to ascertain the power of  the test. 

As an illustration, we applied the procedure outlined 
heretofore to data  originally analyzed by Bagozzi and 
Warshaw (1988). Figure 4 presents a causal diagram of 
a model for which we desire to ascertain the power of  
detecting a direct path (3'2) f rom attitude (At) toward trying 
to initiate a conversation with an attractive stranger to 
actual, subsequent trying (T) in the succeeding week. The 
intention (I0 toward trying to initiate a converstation is 
included as an intervening variable. In addition, the 
subjective norm (SNt) that  others whose opinions one 
values feel that  one should try is included as an exogenous 
variable to be consistent with contemporary models of  
attitude. The data  used for this test are shown in Table 
5. 

The results for the model of  Figure 4 and the data 

of  Table 5 show X 2 = 6.80, df  = 11, p --  .82. The results 
for the model with 72 = 0 are X 2 = 7.14, df  = 12, p --  
.85. Hence, by the X ~2 difference test, we must conclude 
that "/2 is nonsignificant Xd 2 = .34, df  = 1, p = .38. However, 
what  is the power of the test to detect a path of  .2, say 
(where we might choose .2 as a reasonable value because 
at this level we would be explaining 4% of the variance 
in T)? Following the steps noted above, we discover that 
the noncentrality parameter is 3.95, and by use of  the 
noncentral X 2 tables, we find that the power is .20 at 
the a = .05 level. This means that in approximately 20% 
of the samples, a misspecification in 3~2, for which 72 is 
assumed zero when in fact it is .2, will be detected with 
a .05 level test. To increase the power, one must either 
increase the a level of  the test or collect new data  with 
a larger sample size. Bagozzi, Baumgartner,  and Yi (1988) 
investigate the power of  a number  of  models in the context 
of a substantive study. 
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FIGURE 3 
The Role of Power in the Interpretation of the x2-test 
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FIGURE 4 
Causal Diagram for Test of ~/2 
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TABLE 5 
Data for Power Example of Model in Figure 4 

Intention, 
Intention, 
Trying, 
Attitude, 
Attitude, 
Attitude, 
Social norm, 

yl 1.000 
y2 .847 1.000 
y3 .475 .482 1.000 
xt .472 .507 .250 
X2 .519 .555 .353 
X3 .504 .517 .304 
X4 .258 .262 .225 

1.000 
.692 
.637 
.191 

1.000 
.730 
.255 

1.000 
.230 1.000 

n = 250 
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BRINGING THE MODEL EVALUATION CRITERIA 
TOGETHER: AN EXAMPLE 

Most real world applications of structural equation 
models with latent variables are bound to exhibit a certain 
amount of ambiguity in the sense that some criteria will 
point to acceptance of a model whereas others may be 
equivocal or even suggest rejection. What is one to 
conclude in the face of potentially conflicting evidence 
for or against any model? To point out some of the issues 
involved, we will present an illustration drawn from the 
contemporary debate between advocates of unidimensional 
versus multidimensional attitude representations. 

One view holds that attitude is a unidimensional 
construct representing an individual's evaluative reaction 
toward an act or object. Fishbein and Ajzen (1974) took 
this stance in their investigation of attitudes toward being 
religious. As evidence for their assumption of unidimen- 
sionality, Fishbein and Ajzen noted that the five verbal 
scales they scrutinized showed "a high degree of convergent 
validity." The authors based this conclusion on the 
observed high correlations among measures. One problem 
with this is that correlations will generally reflect random 
error and method variance, as well as true score variance, 
and it is therefore impossible to accurately assess 
convergent validity. Moreover, discriminant validity was 
not addressed by Fishbein and Ajzen. 

Bagozzi and Burnkrant (1979) reanalyzed Fishbein and 
Ajzen's (1974) data and explicitly tested the dimensionality 
of attitude. 3 Using LISREL, the authors could take into 
account random error and examine convergent and 
discriminant validity. They hypothesized that attitudes 
consist of distinct, although possibly intercorrelated, 
affective and cognitive responses. On the basis of the X 2- 
test, it was found that the assumption of unidimensionality 
made by Fishbein and Ajzen had to be rejected in two 
samples, a and b (Xa2(5) = 23.91, p < .01, Xb2(5) = 13.98, 
p < .01). In constrast, the two dimensional affective- 
cognitive model could not be rejected in the two samples 
(Xa (4) = 2.30, p ~-- .68; Xb2(4) --- 8.30, p --~ .08). 

Dillon and Kumar (1985) subsequently reanalyzed the 
same data. While acknowledging that the affective- 
cognitive model was consistent with the data, they 
contended that two other two-factor models could explain 
the covariances among the five attitude scales as well. 
One of the rival models proposed by Dillon and Kumar 
consisted of an attitude factor with five reflective indicators 
plus a "method factor" such that two of the measures 
also loaded on this latter factor. The second rival model 
consisted of the same attitude factor as the first but 
contained a different "method factor" such that the other 
three attitude measures also loaded on this latter factor. 
In both models, the attitude and method factors were 
assumed to be uncorrelated. Dillon and Kumar claimed 
that attitude is unidimensional once one takes into account 
method variance. 

In a reply to Dillon and Kumar, Bagozzi and Burnkrant 
(1985) performed yet further reanalyses of Fishbein and 
Ajzen's (1974) data. Let us begin with a summary of the 
findings comparing Fishbein and Ajzen's unidimensional 
a t t i tude model to Bagozzi and Burnkrant ' s  two- 

dimensional affective-cognitive model. Table 6 presents 
a comparison of the two models using some of the overall 
goodness-of-fit criteria discussed heretofore. Notice first 
that on the basis of the x2-test one must reject the 
unidimensional model and one cannot reject the affective- 
cognitive model. The results are consistent in both samples. 
However, because the analyses were performed on small 
samples (na = 62 and nb = 63), there is the possibility 
that the sensitivity of the x2-test to sample size poses 
problems. We have confidence tha t  the rejection of the 
undimensional model as a false one is sustained. But we 
wish to know whether the failure to reject the affective- 
cognitive model was due to capitalization on the sample 
size. The AGFI is independent of sample size and not 
as sensitive to violation of the multivariate normality 
assumption as is the x2-test. As shown in Table 6, the 
AGFIs are quite low for the unidimensional model in both 
samples, whereas the AGFI is high for the affective- 
cognitive model in sample a and moderate in sample b. 
Note further that the RMRs are considerably lower for 
the tests of the affective-cognifive model than for the 
unidimensional model in both samples. 

In sum, not only do comparisons of the different fits 
of the competing models to the same data on the basis 
of the x2-test, AGFI, and RMR criteria show that the 
affective-cognitive model performs better than the 
unidimensional model in a relative sense, but also most 
of the evidence in favor of the affective-cognitive model 
surpasses the minimum standards considered adequate 
in an absolute sense. 

The findings summarized in Table 6 provide support 
for the convergent validity of the measures of the affective- 
cognitive model and do so while taking into account 
random error. Further, even without representing method 
factors  the model was consis tent  with the data.  
Nevertheless, the question remains whether the affective 
and cognitive measures achieve discriminant validity. 
Table 7 shows the findings for discriminant validity by 
use of the x2-difference test. Here we test whether or not 
the affective and cognitive factors are distinct, i.e., whether 
the factors correlate perfectly or not. As shown in the 
table, discriminant validity is achieved in sample a but 
rejected in sample b, although the x2-test approaches 
significance in the latter. 

As a point of interpretation, it should be noted that 
the test of discriminate validity is in three senses a stringent 
one in the present study under discussion. First, the test 
takes into account random error and thus the correlation 
between affective and cognitive factors has been corrected 
for attenuation. Second, the use of maximally similar self- 
report measures as done in Fishbein and Ajzen (1974) 
makes it more difficult to demonstrate discrimination. This 
is because one expects the shared method variation across 
all measures to press for an artificial convergence and 
therefore reduce discrimination. Finally, given that 
Fishbein and Ajzen (1974) derived their measures to reflect 
a unidimensional attitude through an elaborate scaling 
procedure, we expect that it would be quite difficult to 
show discriminant validity. Had separate affective and 
cognitive measures been selected a priori, it would have 
been easier to demonstrate discriminant validity. As a 
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TABLE 6 
Comparison of Unidimensional and Two-Dimensional Attitude Models on the Basis of Goodness-of-fit 

Unidimensionai Model Affective-Cognitive Model 
Criterion Sample a Sample b Sample a Sample b 

2 X 23.91 13.98 2.30 8.30 
df 5 5 4 4 
p .00 .02 .68 .08 

AGFI .587 .758 .946 .807 
RMR .057 .032 .019 .021 

TABLE 7 
Test of Discriminant Validity for Affective-Cognitive 

Model 

Correlation between 
factors constrained 
to unity 

Sample a Sample b 

X2(5) = 7.42 X2(5) = 10.67 
p ~ . 1 9  p ~  .06 

Correlation between X2(4) = 2.30 X2(4) = 8.30 
factors free p = .68 p --~ .08 

Difference Test X~2(1) = 5.12 Xd2(1) = 2.37 

p < . 0 2 5  p < . 1 4  

consequence, there is reason to interpret the evidence for 
discriminant validity in a more sanguine way than the 
mixed results would suggest. 

Another issue concerns alternative explanations for the 
data. The two rival models offered by Dillon and Kumar 
achieve overall goodness-of-fit results similar to that found 
for the affective-cognitive model. If we temporarily grant 
the theoretical meaningfulness of their models, it is still 
possible to question their models on the basis of the support 
found in the analysis. For example, the first rival model 
not only shows lower reliabilities for the semantic 
differential and Guilford self-rating scales than the 
affective-cognitive model in samples a and b, but the 
Guilford self-rating achieves a level of reliability in the 
former model (in sample a) generally considered to be 
unacceptable (i.e., 0 = .46). In addition, for the second 
rival model, one error variance in each sample was 
nonsignificant. Nonsignificant error variances for self- 
report items often point to specification errors. The 
affective-cognitive model revealed only one nonsignificant 
error variance and this occurred in sample a. 

The empirical problems with the rival models are not 
definitive. However, as discussed later in the paper, one 
can argue against the rival models on theoretical grounds. 

Bagozzi and Burnkrant (1985) also examined other rival 
hypotheses from the perspective of factor indeterminancy 

theory. On each data set, they tested the 10 possible two- 
factor models that can be formed by taking all possible 
combinations of two and three measure factors with the 
five attitude scales. For sample a, all 9 rival models could 
be rejected on the basis of the x2-test. Only the 
hypothesized affective-cognitive model fitted the data. For 
sample b, the hypothesized affective-cognitive model 
provided the best fit to the data, 8 of the 9 rival models 
could be rejected on the basis of the x2-test, and one 
rival model yielded a borderline fit (i.e., X2(4) = 8.60, p 
= .07). 

The criteria examined so far provide more support for 
the affective-cognitive model than for the unidimensional 
and rival models. However, the criteria were limited to 
overall measures of fit and internal fit indicators. What 
about validity? 

Balderjahn (1985) also performed a reanalysis of 
Fishbein and Ajzen's (1974) data. In addition to pointing 
out that one of Dillon and Kumar's rival models was 
unidentified, Balderjahn performed a cross-validation 
using the two samples. Four models were compared: the 
unidimensional model, the affective-cognitive model, 
Dillon and Kumar's identified rival model, and the 
saturated model. For F(S,; ~k/b), the saturated model 
provided the best cross-validation index. Balderjahn (1985) 
argued that the latter finding is a trivial solution and 
concluded that "the empirical pattern of cross-validation 
values for the alternative models supports the two- 
component (i.e., affective-cognitive) attitude model." 

In still another reanalysis of Fishbein and Ajzen's (1974) 
data that bears upon validity, Fornell and Rust (1986) 
applied Bayesian cross-validation likelihood theory to 
sample b (using Akaike's information criterion). Recall 
that sample b showed mixed results with respect to the 
goodness-of-fit of the affective-cognitive model, whereas 
sample a generally supported the affective-cognitive model 
on all criteria. Fornell and Rust (1986) found that the 
affective-cognitive model is preferred over the unidimen- 
sional model when the theories underlying each model 
are assumed, a priori, to have equal support. The Bayesian 
approach cannot be used to compare alternative models 
with the same likelihood functions which is the case for 
the affective-cognitive model and Dillon and Kumar's rival 
model. 

In sum, with respect to the alternative attitude models 
and their ability to explain Fishbein and Ajzen's (1974) 
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data, no single criterion or even small set of criteria can 
be used to choose among models. Rather, one must weigh 
the conflicting findings from as many criteria as possible 
drawn from the preliminary fit, overall model fit, and 
validity standards presented herein. The balance of results 
seems to point to the affective-cognitive model as the best 
representation. But it should be stressed that any 
evaluation of a model must not stop with the criteria 
discussed heretofore. As we now argue hereafter, a number 
of other considerations must somehow be integrated with 
the statistical criteria and rules-of-thumb. 

THE NEED FOR CRITERIA THAT GOES BEYOND 
THE DATA 

Up to this point, this paper has been primarily concerned 
with the subset of evaluative criteria dealing with the 
interpretation of observations. It is recommended that the 
researcher examine the statistical and nonstatistical criteria 
associated with the overall fit of any model(s) and the 
internal indicators of reliability and meaningfulness 
summarized in Table 3. At the same time, validity 
generalizations and cross-validations should be performed 
whenever possible. This information should permit the 
researcher to conclude that the balance of evidence either 
disconfirms, confirms, or provides mixed support for 
hypotheses. 

But even under the best of circumstances, it may prove 
difficult to decide how adequate a model is. Some tentative 
guidelines might be offered until more formal rules are 
developed for integrating the results reflected in multiple 
criteria and/or until new measures of evaluation are 
derived. If both the X 2 goodness-of-fit and incremental 
fit (and/or AGFI) measures point to an unsatisfactory 
model, there is little ground to support such a model even 
taking into account the remaining evaluative criteria 
described herein. Something might be learned by 
examining key parameters (e.g., through X 2 difference 
tests) or comparing alternative models through cross- 
validation. But even here the findings must be taken as 
suggestive at best, given the lack of support for the entire 
model. If either or both the xLtest and incremental fit 
(and/or AGFI) measures point to a satisfactory model, 
it is desirable to also scrutinize the preliminary fit criteria 
(e.g., to verify the absence of improper solutions), other 
global and internal measures of fit, and validity. Under 
these circumstances, the best one can say is that the criteria 
tend to support a model. 

At this point theoretical and philosophical criteria must 
4 also be addressed (e.g., Bagozzi 1984). We cannot evaluate 

and interpret results as if they were divorced from the 
theory driving one's study or from other conceptual and 
philosophical issues that bear upon the findings. For 
example, any study, even one involving cross-validation, 
is limited in its meaningfulness by its empirical scope. 
Somehow a particular study must be related to the body 
of knowledge it builds upon and the body of knowledge 
it is likely to stimulate. This is not easy to do and inevitably 
introduces historical and political issues as well as formal 
and observational ones. In any event, programmatic 

research is likely to be easier to evaluate and to generate 
more valid knowledge than one-shot studies. 

Theoretical argumentation can be an integral part of 
the evaluation of structural equation models. Although 
it is not possible to generalize about theoretical criteria 
except in the most broad and vaguest terms such as well- 
formedness, internal consistency, etc., we can give a brief 
illustration in a revisit to a particular controversy: 
unidimensional versus multi-dimensional attitudes. 

Dillon and Kumar (1985) assert that the unidimensional 
attitude model has the most support and corresponds quite 
well to Fishbein and Ajzen's (1974) operationalizations. 
Referring to the five attitude scales, they maintain that 
(a) the items in each scale are consistent with statements 
concerning beliefs, feelings, or behavioral intentions and 
(b) all scales produce a single score representing one's 
evaluation toward being religious. However, other than 
making these assertions and referring to authors who 
advocate unidimensional models, Dillon and Kumar 
present no specific theoretical rationale pertaining to the 
study at hand. 

Bagozzi and Burnkrant (1985) performed a content 
analysis of the items comprising the five attitude scales 
used by Fishbein and Ajzen (1974). They showed that 
the items used in the semantic differential and Guilford 
scales were consistent with definitions of affect or feelings, 
and the items used in the Likert, Guttman, and Thurstone 
scales were consistent with definitions of beliefs or 
cognitions. In addition, reference was made to past usage 
of the scales by other researchers in this affective-cognitive 
way (Bagozzi and Burnkrant 1979, developed the theory 
more fully in their earlier article). Next, Bagozzi and 
Burnkrant (1985) maintained that the semantic differential 
and Guilford scales were direct measures of attitude aimed 
at one's affective reaction to the attitudinal object as a 
whole, whereas the Likert, Guttman, and Thurstone scales 
were indirect measures of attitude based on one's 
agreement/disagreement with the perceived correlations 
between religion and other concepts, objects, or events 
(i.e., the characteristics upon which attitude is based). The 
authors argued that the former scales were therefore 
primarily affective in content and the latter were largely 
cognitive. They left open the possibility that such affective 
and cognitive responses could be correlated and perhaps 
highly so. Thus, it was hypothesized that two attitudinal 
reactions could exist toward the same object: affective and 
cognitive responses. 

Theoretical arguments were also used to support and 
criticize the rival models proposed by Dillon and Kumar. 
In support of the rival models, Dillon and Kumar (1985, 
p. 37) asserted that the hypothesized method factors were 
"based on the nature and content of the rating scales used." 
Although they never fully explained what they meant by 
this, Dillon and Kumar apparently believed Guilford scales 
shared common method variance or  the Likert, Guttman, 
and Thurstone scales shared common method variance. 
Bagozzi and Burnkrant (1985) countered that the logic 
for the method factors was lacking. They contended that 
the hypothesis of either one method factor for two 
measures or one for the other three was self-contradictory 
because both hypotheses cannot have a valid rationale 

J A M S  92 SPRING, 1988 



ON THE EVALUATION OF STRUCTURAL EQUATION MODELS BAGOZZI & YI 

and at the same time individually provide satisfactory fits. 
Further, Bagozzi and Burnkrant (1985) argued that Dillon 
and Kumar's rival models are by definition two-factor 
models and that an interpretation as single factor models 
with method factors is only one of a number of 
interpretations each of which is less theoretically 
compelling than the affective-cognitive representation. In 
addition, Bagozzi and Burnkrant noted that the rival 
models are ambiguous because of the loading of each 
of a number of individual items on multiple factors. This 
poses problems of interpretation as well as contradictory 
meaning in terms of correspondence rules (Bagozzi 1984). 
Finally, Bagozzi and Burnkrant note that, even if the 
affective-cognitive model and the rival models were 
equivalent in terms of goodness-of-fit criteria, the former 
is to be preferred on the basis of parsimony in that it 
implies only 11 parameters as opposed to the 13 for the 
rival models. 

The controversy of attitude dimensionality is noteworthy 
for illustrating the ambiguity of evidence in the evaluation 
of structural equation models. It shows the fickleness of 
theories dealing with social science phenomena and the 
evolutionary nature of knowledge. Focus is now shifiting 
away from arguments in favor of or against the existence 
of multidimensional attitudes to the nature of such 
attitudes, the conditions under which they evolve, and 
the effects they have on human behavior. But this is not 
to say that the issues have been resolved one way or the 
other. The controversy may be abating. But it is sure 
to arise again in the years ahead, perhaps under another 
guise. 

SUMMARY 

Criteria will always be needed to evaluate research 
findings whether we are comparing fundamentally 
different viewpoints as is the case in the attitude 
controversy or performing cumulative research within a 
particular tradition. In both cases, one must rely upon 
a judicious interpretation of .statistical and nonstatistical 
rules-of-thumb along with conceptual and philosophical 
criteria. The process inherently contains elements of 
subjectivity and social concensus/ discensus. But these 
are essential inputs to any creative process and make 
research the frustrating, yet fascinating, endeavor it is. 
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FOOTNOTES 

~lt shoud be stressed that a broader issue concerns the appropriateness of 
maximum likelihood statistical theory as applied to structural equation 
models with latent variables. The statistical theory is based on large sample 
properties, and we know very little about the consequences of applying 
the procedures to small samples. Interesting simulation studies addressing 
noncovergence, improper solutions, and other consequences of use of small 
samples can be found in Anderson and Gerbing (1984), Bearden, Sharma, 
and "Feel (1982), and Boomsma (1985). One tentative conclusion from 

these studies is that sample sizes above 100 will generally not pose problems 
in most instances. However, it is advisable when possible to have even 
larger sample sizes of 150-200 or more, and the number of indicators 
per factor should be three or more whenever feasible. 

2Bentler and Bonett's index can be used to compare unnested models as 
well as models across samples. 

3For the sake of brevity, we will discuss only the research dealing with the 
dimensionality of attitude as reflected in convergent and discriminant 
validity. The researchers discussed in this paper also examined predictive 
validity, and the reader is referred to the original publications for a fuller 
treatment of the models, tests, and issues involved. See also Bagozzi (1981) 
for a fuller treatment of attitude dimensionality and construct validity. 

4Note that theoretical and philosophical criteria obviously play a part in 
the generation of hypotheses and design of a study. And they pervade 
one's method of inquiry and analysis as well. This paper has only touched 
upon these issues and has as its goal the evaluation and interpretation 
of structural equation models as applied in managerial and social science 
research. 
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